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This paper covers why RAC has proven useful to customers, gives recommendations from the RAC Pack gained from helping 100 customers worldwide go production on RAC, and in the presentation format will also include direct experiences from customers themselves.   Finally a discussion is held on the RAC Pack and the RAC Strategic Customer Program.

Why is RAC Useful?

Oracle Real Application Clusters (RAC) runs a single database on a group of servers clustered together. It is the only product on the market that can provide incredible scalability and reliability without any change to your applications. 

RAC tends to be used most often by customers in 3 areas:  Availability, Scalability and Consolidation.

Availability:

RAC provides high availability by enabling multiple nodes (instances) to access the same database at the same time.   Should one fail the other nodes still have access.

The levels of availability that this provides over campus are significant as laid out of the points below.   These state why RAC can made a system available in under a minute where our customer experiences (such as with BT Telecom) show that cluster failover can take up to 20 minutes for the system to be back to full capacity.

Time is saved from not only from faster detection of failure, but also from not having to start up the database, not having a login storm (this item is critical when having 1000’s of connections but we only get the savings when using TAF), not having to warm up the database (warm buffer cache, warm shared SQL area).   Anyone who has run benchmarks or a high stress system knows it takes a instance a while to warm up.   With RAC as all nodes are active, the instances area already primed.

Scalability:

Not only does provide HA, but it also makes the cost of this effective by making it possible for all resources (i.e. nodes) to be used at the same time, instead having one of these be just sitting around idle waiting for a failure.   This is made possible by Oracle Cache Fusion technology, which allows any application to scale, and is covered in detail in several other Oracle papers.
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As proof points toward this come the both the certified SAP benchmark (in which no application changes where made or connection routing allowed), showing over 80% scalability.   Even more important are the experiences of over 100 customers that the RAC Pack has helped take production.

An interesting side effect of this scalability is that it now gives much greater flexibility when deploying systems.    Instead of having to buy all the horsepower they need for the future, they can buy what they need for the short term and then increment this as time goes on.   What affect does this have?

Let’s look at a comparative example. Normally, one would buy a single large machine that could handle one’s current application load as well as the near term anticipated growth of this load.  One always starts off with more headroom than one’s need. Even if one’s load only grows 5% a month, one’s overall burden will triple in three years. This means one is paying for more capacity than one needs up front and at some point one will need extra capacity 
With clusters, one only buys as many machines as is needed for current horsepower requirements.  One spends less up front, and save the cost of the investment as well as gain in flexibility. Since one can add new servers to a Real Application Clusters database without forcing a significant amount of downtime, one can take a “pay as you grow” approach to scalability.
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One saves money by not spending capital until it is really needed.  In addition, one get two more benefits from this approach -

–One only buy more processing power if you need it and

–One can scale beyond your initial estimates if you need to

This gives an organization a tremendous amount of flexibility and ability incur significant savings.

Consolidation

Another trend we are staring to see if the implementation of customers to put multiple applications into one large cluster composed of a larger number of nodes.    

[image: image3.wmf] 

HR

AP/AR

CRM

9iR2

RAC  Instance 1

RAC  Instance 2

RAC  Instance 3

CRM

CRM

AP/AR

AP/AR

HR

Node 1

Node 2

Node 3

Listener

GSD

OEM

Listener

GSD

OEM

Listener

GSD

OEM

High Availability Services

E

-

Mail

E

-

Mail

E

-

Mail

HR

AP/AR

CRM

9iR2

RAC  Instance 1

RAC  Instance 2

RAC  Instance 3

CRM

CRM

AP/AR

AP/AR

HR

Node 1

Node 2

Node 3

Listener

GSD

OEM

Listener

GSD

OEM

Listener

GSD

OEM

High Availability Services

E

-

Mail

E

-

Mail

E

-

Mail


This provides several large advantages of a more traditional approach of one application per machine:

a) Flexibility exists in assigning different amounts of resources to applications at different times  (i.e. giving the payroll system greater resources at the end of the month)

b) Redudant capacity (for both cases of failures and unexpected loads) can be shared by all applications being run.    Thus needing less overall idle capacity.

c) Limitations of how many resources an application (or a service within an application) get assigned can be controlled by what nodes the service is made available on, as well as by other mechanisms in the database.

d) Administration is simplified as they are now fewer systems to administer, and the cluster and database themselves can be administered as a single system, instead of individually as nodes.   This results in an overall  reduction in the administrative costs.

Customer Experiences

This paper and the related presentation will be enhanced by specific examples of customer experiences provided by the customers themselves.

At this time these are still be prepared.

RAC Pack Implementation Recommendations

The following are a few brief recommendations gained by the RAC Pack from their experiences in assisting customers in their RAC implementations.   More detailed information is available via various workshops the RAC Pack offers to customers involved in the RAC Strategic Customer Program.

Performance Tuning

From the RAC Pack’s experience in working with over 100 customers, we have found that over 90% of RAC performance tuning of RAC is that same as that for single instance.     Bottlenecks that tend to limit scalability on a large SMP are the same as those that limit an application to scale upon a RAC environment.

Below are the top items that are recommended for customers to keep in mind when attempting to achieve good performance.

· Scalable IO sub-system: Keep in mind that when adding nodes, the IO system needs to increase in capacity to be able to keep up with the added workload.

· Fast Interconnect: A high bandwidth, low latency interconnect increases the speed of the global cache.   Making access to data on remote notes closer in speed to that of the local cache.  Thus clients should use UDP over TCP/IP and where available use a fast proprietary interconnect such as HP Hyperfabric with HMP.

· Ensure you are using the right interconnect:  Sometimes clients will misconfigure the cluster such that they use the public network instead of the private interconnect.   This can have a significant performance impact as the latencies are much higher and more unpredictable.

· Sequence Caching: a sequence can easily become a bottleneck.   To ensure this does not have an impact on the system, ensure they have large cache values (the higher the better), and are not ordered.    For sequences where you need strict ordering, you may want to consider using alternate methods such as an Oracle timestamp or one sequence per node.

· Eliminate Index Hot Spots:  Index hot spots, especially those on right growing indexes, tend to a performance issue in any environment, be it RAC or single instance.    These can be addressed in various fashions such as using reverse key indexes, partitioning the indexes so that various warm spots are created instead of one hot spot.   (Do note that this partitioning is independent of the data access)

· Automatic Segment Space Management: Making tablespaces with this enabled ensure that space management does not a bottleneck, and is a much better alternative that manually needing to specify complex process of setting up free lists & free list groups. 
· Good SQL: Although RAC allows any application to scale, good well written SQL will always work better in any environment, be it single instance or RAC.
High Availability:

The largest recommendation here is to read and follow the Maximum Availability Architecture blueprint developed by Oracle.   This provides detailed recommendations on an architecture combining RAC and DataGuard plus all other needed components, and does a pretty good job of stressing good operational best practices.  Papers and presentations on this can be found on OTN.

There are some specific recommendations that should be stressed:

1. It is critical that one has a test system, and that this system is also a cluster with RAC.    Having a test system that is a close as possible to production is essential for testing any patches (Oracle, OS, application), migrations, and other major chances.    Keep in mind that changes are the greatest risk for causing a downtime, and the closer the test system is to production, the more one will be able to catch problems before production is impacted.   This also allows a great deal of flexibility and more than pays for itself in lower migration costs, less headaches, and less downtime.

2. Tuning of recovery time with RAC is fairly easy.   The new FAST_START_MTTR_TARGET parameter puts an upper bound on maximum time (in seconds) spend to do recovery, and the database automatically monitors and [image: image4.wmf]15
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sets any internal parameters needed to achieve this time.    The other parameters that may need to be tuned are related to the cluster heartbeat and timeout.   The following diagram illustrates a real example done by a customer to tune recovery time.

3. Proper operational procedures: No matter how much money is spent on hardware and software, nothing replace the need to have proper operational procedures.   The Maximum Availability Architecture documents do a good job of documenting these.   One of the most important aspects is doing lots of testing, from frequently testing restores of backups, to the testing recovery from every possible type of failure.   Doing these procedures in a lab will ensure you have right mechanisms and experience in place to deal with the issues when they arise in real life.

The above experiences and suggestions came from the RAC Pack’s experience of working with many Oracle customers through the RAC Strategic Customer Program.  Via this mechanism we have taken over 100 customers into production, and over 200 customers are in the program.

What is the RAC Pack?   How can it help me get into production?

"The RAC Pack" is a Chuck Rozwat, EVP commissioned team in the RAC Development organization.  The team was created to deliver specific RAC technical assistance and work with the field and our post purchase Oracle9i RAC customers.  The RAC Pack’s only goal is to help move our Oracle9i RAC customers from install to production and reference status as quickly as possible.  RAC Pack team members are RAC production stakeholders and are chartered to participate as virtual members to the customer’s Oracle9i RAC project team.

 

The RAC Strategic Customer Program (RAC SCP) is a unique Oracle added value (no fee) service that we provide to our post purchase Oracle9i RAC customers in exchange for their commitment to take their Oracle9i RAC system production and become a member of our Oracle9i RAC reference program.  The RAC SCP includes delivering specific 9i RAC workshops, weekly scheduled conference calls, dial-in system assistance, and problem escalation/resolution assistance.

 

Customers should nominate themselves as early as possible in their implementation period to work with the RAC Pack and the RAC SCP.

Complementary to the RAC SCP is the RAC Accelerator offered by Oracle Consulting.   This is a fixed price 10 day engagement that will help clients accelerate their implementation by providing a proper install, sample migration, and lots of knowledge transfer.

 

The initial RAC Pack contact for discussing the RAC SCP and developing an action plan for enrolling customers is Greg LeMay (greg.lemay@oracle.com)  Alternatively you may contact the author at erik.peterson@oracle.com












































































